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SIMULATION-DRIVEN ENGINE DESIGN OPTIMIZATION

Optimizer

CFD
(Inner loop) /\ (Outer loop)
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CHALLENGES OF SIMULATION-DRIVEN ENGINE DESIGN

R k Competing objectives (efficiency, soot, NOx, noise, etc.)

High-dimensional design spaces (10-20+ control variables)
Highly multi-modal & non-convex response surfaces

CFD simulations are time-consuming & computationally expensive
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ChemNODE & Phy-ChemNODE: Neural
Ordinary Differential Equation Frameworks
for Accelerating Stiff Chemical Kinetic
Computations in Combustion Simulations




DATA-DRIVEN MODELING OF STIFF CHEMICAL KINETICS

= Solving for detailed & stiff chemistry presents a major
bottleneck in the application of combustion CFD for
comprehensive parametric _analysis _and results in
prolonged design cycles for combustion systems 4 Gas Turbine

IC engine Combustor Rotating Detonation
Combustor

A chemically reacting system (with no diffusion or convective transport) is given by:
a
dt

wy (P), ‘ Y = [T, H,,0,, .17
| - L 4

We can replace the computation of @y using a neural network, V'(¥; 8), which learns to predict the non-linear
source terms as functions of the thermochemical state of the system - Amenable to variable time-stepping

Conventional Data-driven “a-priori’ Learning Approach

Train a neural network to minimize the difference between2 the predicted and actual source terms:

L=|wy —NW; 0)ll, - Prone to unstable solution during deployment
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ChemNODE: NEURAL ODEs FOR CHEMICAL KINETICS

Original system Neural ODE
ty tf
B(t)) = W(ty) + / F(¥)Atchon T(t)=W(to)+ [ AY)Abnn
to H OH+ O=H+ 0, to
sourcs torms |2 i o /
dw HAHA Mn e M :

=F(W), w=[T,H,0H,..]7 [o10:8:8

. AN o 2
Cl++Hg=HCl+H 7 \I’Z‘\
Cl + H;O = HCl + OH
HCl + O = OH + Cl
H+ d; = HA + A
= Advantages: -

v Robust to autoregressive Training Neural ODE
error accumulation over procedure:

dt

long-time horizons Learn source term .
v' Can provide stiffness that minimizes Target
reduction trajectory error
i ' i a-posteriori ~
v' Compatible with variable (a-p Cose = <Z”‘I’i B ‘I’z‘||§>

time-stepping learning) ¢,

Owoyele & Pal
Energy and Al 2021 Argonneﬁ




PHYSICS-CONSTRAINED ChemNODE (Phy-ChemNODE)

Learning Dynamics in Latent Space using Autoencoder-NeuralODE

= Combining dimensionality reduction | o), w=[THy, T | Training
. . . Physical dt Physical effICIency
with latent space dynamics learning g _.., ety N | improves | i—oee
— Autoencoder for mapping to M Neurat 0Dt ™ ===
and from low-dim latent space 2 N - .
c ncoder zi‘ Woe ek ecoder £ ; 0’
— NeuralODE to capture W e A e
dynamics in the reduced latent | 2ol |
space E N+l =Zn+jn h(z)dt }—,n,;s+1 0 2000 42?;)%[15 6000 8000
= Trained by combining the prediction Accurate, physically-consistent thermochemical state evolution
loss mapping loss. latent loss. & with temporal stiffness reduction
element conservation loss : —____ T,=1600K, ¢ =1, P =20 bar
T @ AENODE T, = 1600 K
N 30.060 W @ PC-AENODE 3500 —s 10
L=y =y + @) =y, + [180) = zl|, § |t =il o
T Y—— A
Ltotal =L + /11Lele—1 + AZLele—Z ot A3Lele—n go.o it 2000 *
o {. 0‘0000.0050‘01.00.0151_3.0200.025 n'gﬂgu 0.005 0.010 0.015

0.0000.0050.0100.0150.0200.025
time(ms

time(ms)

Kumar et al. Kumar et al.

NeurlPS ML4PS 2023 NeurlPS ML4PS 2024
CTM 2025 Front. Therm. Eng. 2025

~10-1000X speedup for CH,/O, 32-species stiff chemistry |Argonne &
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ActivO: Active Machine Learning-based

Optimizer for Accelerating Simulation-
driven Engine Design

2025 U.S. Patent # 12190222



EXPLORATION vs EXPLOITATION OF DESIGN SPACE

exploitation

We want to find the lowest point

exploration

Wasteful; would take longer than needed to
reach optimum

explore

exploration

Objective function

exploitation

\\

Global optimume—— The optimizer may converge prematurely

O O e, O ot >

Variable parameter

*  Which value of x (design variables) should we run the exploitation ; ; exploration

next batch of simulations?
Balanced! Converges to global
optimum quickly

*  Goal: Reach global optimum in as few calls to f(x) as

possible
Argonne &



ACTIVE ML ALGORITHM FOR RAPID DESIGN
OPTIMIZATION

ActivO

Wealk learner . 0.99
(SVR, BFM, etc.) Obtain P 0.88
points with 0.77
Exploration merit BiGE
values in \
0.55
Toal T eiesacton top kth .
Wow G W w @ oacentile ;
’ —— 0.33
. 0.22
Obtain (N-p) 0.11
Perform N function points by 0.00
evaluations (or Exploitation | running global
CFD simulations) Bty | optimizer X
Strong learner 1.0 Lartl
(Committee Machine, RF, XGBoost, etc.)
Weak learner 0.8
(BFM)
4 Feedback new 4 0.6
points to function ’0_4
I3 . . . 02
> “Dynamic on-the-fly” exploration and exploitation based on the change -
in the response surface predicted by the weak learner ) R 02 04 06 08 Lo

ASME J. Energy Resour. Technol. 2020 2025 US. Patent # 12190222 Arggmgwe



CFD-ActivO DRIVEN IC ENGINE OPTIMIZATION

Number of CFD simulations to

Notation Input Parameter min | max | units Engine CFD achieve convergence
nNoz [Number of Nozzle holes| 8 10 ’
TNA Total Nozzle Area | 1.3 - " 8001
Pinj Injection Pressure 1400 1800 bar ' u J00 -
SOI Start of injection timing | -I1 -7 dATDC '% 600
Nang Nozzle Inclusion Angle 73 83 deg ) = 500 -
EGR EGR fraction 035 | 05 - Update ML Next design E 200 |
Tive IVC temperature 323 | 373 K odels points to 5
Pivc IVC pressure 2.0 2.3 bar test _G;J 300 1
SR Swirl Ratio 2.4 -1 Strong and weak E 200
160 ML surrogates 1001
MerithO*{mf(PMAX)f(MPRR) } 0- "
fF(500T) — f(NO,) ActivD CFD-GA
optimization strategy
M— 1,if PMAX > 220
renan = 100{ 22OlJ,if PMAX < 220 }
PRE > ActivO shows 7-10X speedup (from months to days) and computational
fWPRR)=1°{15mf;';$?f: 1"‘] savings relative to current industry-standard optimization techniques

(s00T) - [%_1,usom>o.om} > The automated optimizer can be coupled with any CFD solver for rapid
simulation-driven virtual prototyping of energy technologies

0,if SOOT < 0.0268
NO,
f(NO,) - {m - 1if NO, > 1.34}
0,if NO, <1.34 Owoyele & Pal
Applied Energy 2021
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CFD-ActivO OPTIMIZATION OF MIXING EQUIPMENT <G>

Multi-parameter optimization of turbulent mixer geometry

ENERGY
@ m INNOVATION

Turbulent jet mixer geometry
aRESES

OpenVFOAM®

Automatic mesh generation
and CFD case setup

Automatic geometry morphing
for the new design parameter
sets obtained from ActivO

Multiphase L-E CFD simulations

3 700
i

Gas | 0-parameter design space

Z 600

residence i 0 o ; 2500 ke s s
p = T ey gt g,y
l * Evaluate the performance of mixer :
siedium designs (multi-parameter)
I = Generate new promising sets of
(3o design parameters
ActivO

Active ML optimization tool

Asztalos et al. o .
APS-DFD 2023 Argonne collaborators: Lorenzo Nocivelli, Katherine Asztalos




GENERATIVE Al FRAMEWORKS FOR FUEL DESIGN

An end-to-end Gen Al framework based on variational autoencoder (VAE) learns molecular
representations in a probabilistic latent space

» |Leveraged ALCF for efficient training the Al model on large structural databases

The Gen Al model, coupled with data-driven quantitative structure-property relationship (QSPR)
models, generates novel fuel/additive candidates with desired properties

Fuel Property

Quantitative structure-property (RON/MO'X'\ °c) m -7 e
‘—' relationship ﬁ b= T <H 9"1"!
& (QSPR) modeling :
% Encoder
RSP R ————— Reconstructed
SMILES/ >\ SMILES
string ! | string
K > 1 = £ :
! E S > o | | @ & 2 > 5 ﬂ
c=c(c)C E |c=c(c)C
L i Encoder Decoder,
e Argonne Leadership i ———— Z
v Computing
Variational Autoencoder
. ﬂ (VAE)
Novel fuel/additive molecule https://doi.orq/10.48550/arXiv.2504.12075
candidates with desired

properties Yalamanchi et al.

ASME J. Energy Resour. Technol. 2025 aramco [



https://doi.org/10.48550/arXiv.2504.12075

5[

Traditional ML

B (] s ,
N O A ,
B2 @ Al e >
’.AI ............... >
u=A| ............... 5

e Individual siloed models

» Require task-specific training

» Lots of human supervised
training

& o

=)
Foundation models

@® >_) Massive

e

&)@

Reasoning models

&
&3

Model

e Massive multi-modal model
e Adapted with minimal training

» Pre-trained unsupervised
learning

A 4

asoning
odule
Reasoning J

Model

Massive
Model

» Deliberative multi-step logic

» Self-consistency checks

» Slower but more accurate
inference



COMB-FLOW-AI: Frontier Al Platform Transforming
Combustion Science and Technologies for Energy and
National Security

Team Lead/POC: Sibendu Som (ANL)

Office of Science | Advanced Sdentiic Computing Research

Team Co-Leads: Pinaki Pal (ANL), Jackie Chen (SNL), Shashank
Yellapantula (NLR), Ramanan Sankaran (ORNL)

@ Genesis Mission

Co-Investigators:

ANL: Chandrachur Bhattacharya, Kiran Yalamanchi, Yixuan Sun,
Sandeep Madireddy, Navin Mahto

SNL: Martin Rieth

NLR: Kevin Griffin, Bruce Perry

ORNL: Pei Zhang, Paul Laiu

LBNL: Jean Sexton, Ann Aimgren
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Combustion & Flows Model Team Vision & Scope

Overarching Vision: Drive rapid research, design, development, and deployment of next-gen fuel
combustion-powered energy and propulsion technologies leveraging Frontier Al and DOE-NL
expertise (computational, experimental, Al, HPC)

Scientific Problems Addressed:

= Near-real-time forecasting and control of combustion device operation
» physics-based simulations and experiments are time-consuming and costly

» Prediction and causal understanding of safety-critical extreme/rare events [combustion instabilities]

» Rapid co-design of fuels and combustion systems [efficiency, emissions, fuel flexibility, operability, durability]
» current industry design cycles (clean-slate concept to full production) remain extremely long, e.g., 5-10 years for
piston engines and 10-15 years for aviation gas turbines
» true complexity of high-dimensional design spaces is not navigated; design improvements are incremental

Capability Leap with Al — What Becomes Possible:

= Truly unprecedented full co-optimization of fuel-engine systems for clean-slate design at scale
» slash industry design cycles by ~10-100X

= Robust control strategies for reliable and safe operation of fuel-flexible engines
» cut maintenance, repair, and overhaul (MRO) costs by ~5X

@ Genesis Mission .S. DEPARTMENT of ENERGY




Focus Area 1 — Multimodal Al Foundation Modeling

Develop scientific Al foundation modeling frameworks to seamlessly integrate complex multimodal data from
multi-fidelity simulations & experiments for multiscale-multiphysics modeling of combustion systems

= Benefits: Scientific Foundation Large Corpus of Multimodal Data @ Genesis Mission @ Applications
Modeling (SciFM) offers K ________________ =/
significant advantages over Multiphysics & [On-road, off-road, rail,

Compute

multiscale simulations marine, aviation, power

gen, industrial combustion

traditional Al/ML approaches:
» multimodal architecture and cross-
modal understanding

» generalizability Al Near-Real-Time
. - Foundation Spatiotemporal
» multi-task adaptability Models for Forecasting
Combustion
Science

= Capability target: SciFM
architectures for Combustion and
Flows leveraging large-scale
heterogeneous (0D-4D) scientific i iMoot o{/g\o (@75 Training

datasets (sim/exp); demonstrate | Data A L -
for downstream tasks k' """""""" 7/

Early Detection of
Rare Catastrophic
Events

(Adapted for Downstream Tasks

~ 10-100X speedup /

17 @ Genesis Mission

U.S. DEPARTMENT of ENERGY



Focus Area 2 — Multi-Agent Al Frameworks for Workflow Automa’t"ion

Develop scalable & end-to-end frontier Al-driven multi-agent workflows for combustion science and engineering
that integrate hypothesis generation, multiscale modeling, experimental design, and data analysis

» Benefits: Agentic Al frameworks can
massively accelerate novel
hypothesis generation and evaluation
process for design conceptualization,
exploration, and optimization of fuel-
engine combustion recipes

= Capability target: Human-in-the-loop
automated multi-agent Al pipelines

for decision support:
» drive physics-based simulation and

HUMAN

User query

-~

Combustion Co-Scientist
Front-end Reas

M Foundation
Runner Model Training
Agents . Agent

@op

i
: foh =
! Foundation ) r
i Evaluation
i Model Runner ;

k Agents & UQ Agent

nt and Workflow

& Visualization
Agent

d

Optimization :
Agent }

Physies-based Solvers
for C $

Simulations

Multimodal Al

Foundation Models for

Combustion Science

Hypothesis Generation & Testing
(~100X acceleration)

Knowledge Extraction &
Seientific Insights

Fuel-Engine Co-Optimization
(~10-100X acceleration)

SciFM runs
» generate scientific insights from data
» orchestrate active learning and design
exploration/optimization loops, etc.

18 @ Genesis Mission | U.S. DEPARTMENT of ENERGY




Scientific Al Foundation Modeling

Spatiotemporal Forecasting of Multiscale Turbulent Reacting Flows

= A pre-trained vision transformer (ViT)-
based deterministic PDE foundation

model (FM), Walrus, was advanced by S
coupling it with a lightweight latent flow
matching head to enable probabilistic
forecasting with UQ (WalrusFlow)
= Fine-tuning of WalrusFlow was noise
Yo ~ N(O,1)

demonstrated on combustion CFD
datasets for spatiotemporal forecasting
of complex turbulent reacting flow

dynamics
= Ongoing work focuses on improving :
stability and accuracy of autoregressive :
rollouts over long-time horizons i
H

Sun et al.
NeurlPS FMTS Workshop 2026

Walrus: https://doi.org/10.48550/arXiv.2511.15684
Dataset: https://blastnet.github.io/

19

Input states ‘
Lty

Argon ne o @ Genesis Mission

Walrus backbone fine-tuned end-to-end
Dynamical core

xL transformer blocks
decoupled spatial + temporal

Decoder
unpatchify

Encoder ‘
—
patchify ‘

pre-decoder representation z

' decoder output AxP*®
i Trainable flow head
i

conditioning
3 ¢ = [z, Axp=e] !

conditional flow ODE ’ U-Net y; ¢ 3 & ( Forecast
—> prediction j; = AX, . ez
P £ 7
\ EDM preconditioning Embedding(r) Xe+1 Xe + AX
Ly,., T:0=21 —J

Lifted Hydrogen Jet Flame
V, [m/s] TIK] Yh.

2
450 1500 060
408 2000 v 045
1500 030
150
1000 018
) o
F 500 000
x
450 406 v 0.60
300 2000 v 0.45
1500 030
150
1000 015
o
500 6
y-axis
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https://doi.org/10.48550/arXiv.2511.15684
https://doi.org/10.48550/arXiv.2511.15684

Multi-agent Al Frameworks for Workflow Automation

Al Scientific Assistant Core (AISAC)

The general-purpose Al Scientific Assistant Core (AISAC) developed — Guesionoryou.. ]7' " LﬁAN
at Argonne for orchestration of multi-agent frameworks and for ~
deploying domain-adapted scientific co-scientists AISAC (Al Scientific Assistant Core)

5 Router escalates as
Basic Chat Router needed + controls context
flow to prevent bloat

Complex Task

» Bounded multi-agent orchestration — driver/helper role separation;
recursion, step, and tool-round limits; per-session interrupt controls; context
management

» Scientific workflow runtime — in-built multi-purpose tools, shared artifacts,
stateful sessions, validated code execution

» Layered persistent memory — conversation history, semantic recall, agent
notes, learned skills 8 Driver O

> Live observability and control — real-time trace inspection, replay, Stop / Post run evaluator tries to

learn skills, user preferences,

Simple Task

Driver

Depth-controlled
hierarchical agents

Redirect / Clarify for Human-in-the-Loop allows sel-mprovement
» Institutional interoperability — vetted endpoints, Globus auth, MCP partner L kven Aderts Yook fom (Ll
agents, HPC deployment, offline mode R e S el
. . . . . . - Core agents with override - Per-agent tool gating
> User-friendly by default — native desktop UI, project wizard, multi-project e souts " Etonde 1o WGP ool
manager; domain scientists can build and deploy agents without framework o J

expertise —)‘ AISAC-Agent : This is what | found... I(—

AISAC: https://doi.org/10.48550/arXiv.2511.14043 s
20 Lead Developer: Chandrachur Bhattacharya (Argonne) Argonne o @ Genesis Mission

NATIONAL LABORATORY
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https://doi.org/10.48550/arXiv.2511.14043

Multi-agent Al Frameworks for Workflow Automation

Cross-facility Multi-Agent workflow for end-to-end orchestration of combustion simulations

Agents powered by Frontier
LLMs via AmSC i2 APIs

.
ALCF Crux

1 SF/IRI-API to
1 launch simulations

Academy MCP

® @

M&DCON

NERSC
Perlmutter

Globus file
transfer

gb globus
McpP
Bridge| Secure Globus a
group-based Post-Processing Al Agent . .
authentication gA;rsor High-T
—
Propose a fuel injector
design that improves...
Vel. Mag.
R Fuel or
—-I Response I o Coolant 00 03 06 09 12

LAl

The agentic Al workflow was
showcased for the use case of a Jet-

Combustion Al Co-Scientist: Chandrachur Bhattacharya, Pinaki Pal, Sibendu Som (ANL) ALCF Aurora in-Crossflow (JICF) system
ModSim Al Agent: Jean Sexton (LBNL); Bruce Perry, Kevin Griffin (NLR)
Post-processing Al Agent: Martin Rieth (SNL)
Sandia NATIONAL =
21 Al’gon ne & m National LABORATORY ®) Genesis Mission @:@E U.S. DEPARTMENT of ENERGY
NATIONAL LABORATORY Lahoratories BERKELEY LAB OF THE ROCKIES g




THANK YOU

pal@anl.gov
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